
Lenovo Software Defined 
Storage with Windows 
Server 2016 Datacenter 
Storage Spaces

Microsoft and Lenovo have worked together to validate a software-defined storage solution running 
on Lenovo servers to create hardware configurations that have excellent performance and reliability. 
Lenovo certified configurations include production deployment tools and procedures. These 
offerings are designed, assembled, and validated to meet Microsoft's requirements for private cloud 
environments, helping to ensure reliable operation. Plus, for the third year in a row, Lenovo servers 
were rated the most reliable x86 servers in the world giving you additional peace of mind when you 
deploy with Lenovo servers.* 

Working with Lenovo you can get up and running faster. Lenovo has developed a deployment tool to 

help automate the creation and deployment of your cluster setup.

Configuration Options 

Entry 
Configuration

This configuration allows customers to start with 2 nodes as an entry storage spaces direct 
solution that has been pre-validated by Lenovo and Microsoft together. This 2 node solution 
is optimized for medium performance I/O requirements. Performance is delivered through 
1.6TB SSD for Cache Tiering with up to 16TB capacity per Node along with 256 GB RAM and 
dual Intel Xeon E5-2650 v4 Processors. Minimum of 2 nodes per cluster is required with this 
configuration to match the pre-validated configuration tested with Microsoft for maximum 
performance and reliability. 

Balanced 
Configuration

This configuration is a medium performance pre-validated hardware foundation for Microsoft 
Storage Spaces Direct clusters optimized for Balanced I/O workloads. Performance is 
delivered through 3.2 TB SSD for Cache Tiering with up to 40TB capacity per Node along 
with 256 GB RAM and dual Intel Xeon E5-2680 v4 Processors. Minimum of 4 nodes per 
cluster is required with this configuration to match the pre-validated configuration tested 
with Microsoft for maximum performance and reliability. 

Solution Brief

*according to the latest ITIC 2015-2016 Global Server Hardware and OS Reliability Survey



Performance 
Configuration

This configuration is a pre-validated hardware foundation for Microsoft Storage Spaces 
Direct clusters optimized for high I/O workloads. Performance is delivered through 6.4 SSD 
for Cache Tiering with up to 60TB capacity per Node along with 256 GB RAM and dual 
Intel Xeon E5-2680 v4 Processors. Minimum of 4 nodes per cluster is required with this 
configuration to match the pre-validated configuration tested with Microsoft for maximum 
performance and reliability. 

High 
Performance 
Configuration

This configuration is a high performance pre-defined hardware foundation for Microsoft 
Storage Spaces Direct clusters optimized for demanding I/O workloads. Performance is 
delivered through 6 TB NVMe for Cache Tiering with up to 60TB capacity per Node along 
with 512 GB RAM and dual Intel Xeon E5-2690 v4 Processors. Minimum of 4 nodes per 
cluster is required with this configuration to match the pre-validated configuration tested 
with Microsoft for maximum performance and reliability. 

Lenovo and Microsoft Pre—Validated Configurations

Title
Boot 

Device
NVMe SSD HDD NIC RAM

Intel Xeon 
CPU

Nodes 
Required 

Part Number

Entry 
Configuration

2x SAS 
(300)

N/A
2x 800GB 

(S3710)
4x 

4TB

1x DP CX4 
10/25Gb

256GB
E5-

2650v4
2 or 

more 

Balanced 
Configuration

2x SAS 
(600)

N/A
4x 800GB 

(S3710)
10x 
4TB

1x DP CX4 
10/25Gb

256GB
E5-

2680v4
4 or 
more 

CLDMS2DBL71

Performance 
Configuration

2x SAS 
(600)

N/A 4x 1.6TB
10x 
6TB

1x DP CX4 
10/25Gb

256GB
E5-

2680v4
4 or 
more 

CLDMS2DPR71

High 
Performance 
Configuration

2x SAS 
(600)

3x 2TB 
AIC

N/A
10x 
6TB

1x DP CX4 
10/25Gb

512GB
E5-

2690v4
4 or 
more 

CLDMS2DUP71

For Windows Server 2016 Datacenter and client access license part numbers go to: 
https://www.lenovosalesportal.com/public-resources.aspx?item=511

What is Software Defined Storage 

Software-defined storage is an approach to data storage in which the programming that controls 
storage-related tasks is decoupled from the physical storage hardware.

Software-defined storage places the emphasis on storage-related services rather than storage 
hardware. The goal of software-defined storage is to provide administrators with flexible capabilities 
and simplicity. Software-defined storage helps to remove the constraints of the physical system 
putting you in the drivers seat of how your storage resources can be viewed, utilized and managed 
more simply and efficiently. Administrators can utilize software to allocate and share storage assets 
across all workloads according to their needs.

Lenovo servers running Storage Spaces Direct in Windows Server 2016 Datacenter allow you to 
provision and manage storage independent of the underlying hardware to achieve an agile and cost-
effective software defined storage solution.

Storage Spaces Direct is included in Windows Server 2016 Datacenter along with unlimited virtual 
machines. When you purchase a Lenovo server with Windows Server 2016 Datacenter you can 
potentially save thousands of dollars by avoiding the purchase of costly NAS or SAN devices and 
additional software because the Hyper-V, storage controller and intelligence is built into Windows 
Server 2016 Datacenter and full functionality is included with the license. 

Storage Spaces Direct uses Lenovo servers with local-attached drives to create highly available, 
highly scalable software-defined storage at a fraction of the cost of traditional SAN or NAS arrays. Its 
converged or hyper-converged architecture radically simplifies procurement and deployment. 

https://www.lenovosalesportal.com/public-resources.aspx?item=511


Microsoft Storage Spaces Direct 

Storage Spaces Direct is the evolution of Storage Spaces, first introduced in Windows Server 2012. It 
leverages many of the features you know today in Windows Server, such as Failover Clustering, the 
Cluster Shared Volume (CSV) file system, Server Message Block (SMB) 3, and Storage Spaces. It also 
introduces new technology, most notably the Software Storage Bus. Storage Spaces Direct unlocks 
use of new classes of disk devices, such as SATA SSD and NVMe disk devices, that were previously 
not possible with clustered Storage Spaces with shared disks.

Storage Spaces Direct removes the need for a shared SAS fabric, simplifying deployment and 
configuration. Instead it uses the network as a storage fabric, leveraging SMB3 and SMB Direct 
(RDMA) for high-speed, low-latency CPU efficient storage. To scale out, simply add more servers to 
increase storage capacity and I/O performance. 

“ ONE CLIENT REPLACED ITS COSTLY AND 
UNDER-PERFORMING SAN STORAGE 
ENVIRONMENT WITH MICROSOFT STORAGE 
SPACES DIRECT RUNNING ON LENOVO, 
SLASHING THEIR COSTS AND BOOSTING THEIR 
STORAGE CAPACITY AND I/O BY A FACTOR OF 
TEN. 
 
WE KNOW THAT WE CAN RELY ON THE 
LENOVO SERVERS TO SEAMLESSLY SUPPORT 
THE STORAGE SPACES DIRECT SOLUTION, 
AS THE SERVER, DISK AND NETWORKING 
CONFIGURATIONS HAVE ALL BEEN VALIDATED 
BY MICROSOFT.”

  — Philip Moss, Chief Product Officer, Acuutech
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Storage Spaces Direct Storage Volumes
 
Volumes are the data stores where you put the files your workloads need, such as VHD or VHDX files 
for Hyper-V virtual machines. Volumes combine the drives in the storage pool to introduce the fault 
tolerance, scalability, and performance benefits of Storage Spaces Direct.

All volumes are accessible by all servers in the cluster at the same time. Once created, they show up 
at C:\ClusterStorage\ on all servers.
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Storage Spaces Direct key benefits (Quick glance side panel)

15
Simplicity. Go from industry-standard servers running Windows Server 2016 
to your first Storage Spaces Direct cluster in under 15 minutes. For System 
Center users, deployment is just one checkbox.

Unrivaled Performance. Whether all-flash or hybrid, Storage Spaces Direct 
easily exceeds 150,000 mixed 4k random IOPS per server with consistent, 
low latency thanks to its hypervisor-embedded architecture, its built-in read/
write cache, and support for cutting-edge NVMe drives mounted directly on 
the PCIe bus.

Fault Tolerance. Built-in resiliency handles drive, server, or component 
failures with continuous availability. Larger deployments can also be 
configured for chassis and rack fault tolerance. When hardware fails, just 
swap it out; the software heals itself, with no complicated management 
steps.

Resource Efficiency. Erasure coding delivers up to 2.4x greater storage 
efficiency, with unique innovations like Local Reconstruction Codes and 
ReFS real-time tiers to extend these gains to hard disk drives and mixed hot/
cold workloads, all while minimizing CPU consumption to give resources 
back to where they're needed most - the VMs.

Manageability. Use Storage QoS Controls to keep overly busy VMs in 
check with minimum and maximum per-VM IOPS limits. The Health Service 
provides continuous built-in monitoring and alerting, and new APIs make it 
easy to collect rich, cluster-wide performance and capacity metrics.

Scalability. Go up to 16 servers and over 400 drives, for multiple petabytes 
of storage per cluster. To scale out, simply add drives or add more servers; 
Storage Spaces Direct will automatically onboard new drives and begin 
using them. Storage efficiency and performance improve predictably at 
scale.

Deployment options

Storage Spaces Direct was designed for two distinct deployment options:

CONVERGED
Storage and compute in separate clusters. The converged deployment option, also known as 
'disaggregated', layers a Scale-out File Server (SoFS) atop Storage Spaces Direct to provide network-
attached storage over SMB3 file shares. This allows for scaling compute/workload independently from 
the storage cluster, essential for larger-scale deployments such as Hyper-V IaaS (Infrastructure as a 
Service) for service providers and enterprises.



HYPER-CONVERGED
One cluster for compute and storage. The hyper-converged deployment option runs Hyper-V virtual 
machines or SQL Server databases directly on the servers providing the storage, storing their files 
on the local volumes. This eliminates the need to configure file server access and permissions, and 
reduces hardware costs for small-to-medium businesses or remote office/branch office deployments. 
In the hyper-converged configuration Storage Spaces Direct seamlessly integrates with the features 
you know today that make up the Windows Server software defined storage stack, including 
Clustered Shared Volume File System (CSVFS), Storage Spaces and Failover Clustering.
The hyper-converged deployment scenario has the Hyper-V (compute) and Storage Spaces Direct 
(storage) components on the same cluster. Virtual machine files are stored on local CSVs. This allows 
for scaling Hyper-V compute clusters together with the storage it is using. Once Storage Spaces 
Direct is configured and the CSV volumes are available, configuring and provisioning Hyper-V is the 
same process and uses the same tools that you would use with any other Hyper-V deployment on a 
failover cluster. Figure 1 illustrates the hyper-converged deployment scenario.
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Drive types

Storage Spaces Direct currently works with three types of drives:

NVMe
NVMe (Non-Volatile Memory Express) refers to solid-state drives that sit 
directly on the PCIe bus. Common form factors are 2.5" U.2, PCIe Add-
In-Card (AIC), and M.2. NVMe offers higher IOPS and IO throughput with 
lower latency than any other type of drive we support today.

SSD
SSD refers to solid-state drives which connect via conventional SATA or 
SAS.

HDD refers to rotational, magnetic hard disk drives which offer vast 
storage capacity.

Built-in cache

Storage Spaces Direct features a built-in server-side cache. It is a large, persistent, real-time read and 
write cache. In deployments with multiple types of drives, it is configured automatically to use all 
drives of the "fastest" type. The remaining drives are used for capacity.

Option 1 – Maximizing performance

To achieve predictable and uniform sub-millisecond latency across random reads and writes to any 
data, or to achieve extremely high IOPS (over six million possible) or I/O throughput (over 1 Tb/s 
possible), you should go "all-flash".

There are currently three ways to do so:

NVMe SSD

Faster Slower



1. All NVMe. Using all NVMe provides unmatched performance, including the most predictable 
low latency. If all your drives are the same model, there is no cache. You can also mix higher-
endurance and lower-endurance NVMe models, and configure the former to cache writes for the 
latter (requires set-up). 

2. NVMe + SSD. Using NVMe together with SSDs, the NVMe will automatically cache writes to the 
SSDs. This allows writes to coalesce in cache and be de-staged only as needed, to reduce wear on 
the SSDs. This provides NVMe-like write characteristics, while reads are served directly from the 
also-fast SSDs. 

3. All SSD. As with All-NVMe, there is no cache if all your drives are the same model. If you mix 
higher-endurance and lower-endurance models, you can configure the former to cache writes for 
the latter (requires set-up).

Option 2 – Balancing performance and capacity

For environments with a variety of applications and workloads, some with stringent performance 
requirements and others requiring considerable storage capacity, you should go "hybrid" with either 
NVMe or SSDs caching for larger HDDs. 

1. NVMe + HDD. The NVMe drives will accelerate reads and writes by caching both. Caching reads 
allows the HDDs to focus on writes. Caching writes absorbs bursts and allows writes to coalesce 
and be de-staged only as needed, in an artificially serialized manner that maximizes HDD IOPS 
and I/O throughput. This provides NVMe-like write characteristics, and for frequently or recently 
read data, NVMe-like read characteristics too. 

2. SSD + HDD. Similar to the above, the SSDs will accelerate reads and writes by caching both. This 
provides SSD-like write characteristics, and SSD-like read characteristics for frequently or recently 
read data. 

3. NVMe + SSD + HDD. With drives of all three types, the NVMe drives cache for both the SSDs and 
HDDs. The appeal is that you can create volumes on the SSDs, and volumes on the HDDs, side-
by-side in the same cluster, all accelerated by NVMe. The former are exactly as in an "all-flash" 
deployment, and the latter are exactly as in the "hybrid" deployments described above. This is 
conceptually like having two pools, with largely independent capacity management, failure and 
repair cycles, and so on.
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Option 3 – Maximizing capacity

For workloads which require vast capacity and write infrequently, such as archival, backup targets, 
data warehouses or "cold" storage, you should combine a few SSDs for caching with many larger 
HDDs for capacity.

1. SSD + HDD. The SSDs will cache reads and writes, to absorb bursts and provide SSD-like write 
performance, with optimized de-staging later to the HDDs.

Sizing considerations

CACHE
Every server must have at least two cache drives (the minimum required for redundancy). We 
recommend making the number of capacity drives a multiple of the number of cache drives. For 
example, if you have 4 cache drives, you will experience more consistent performance with 8 capacity 
drives (1:2 ratio) than with 7 or 9.

The cache should be sized to accommodate the working set of your applications and workloads, i.e. 
all the data they are actively reading and writing at any given time. There is no cache size requirement 
beyond that. For typical deployments, a fair starting place is 10% of your capacity. For example, if 
each server has 4 x 4 TB HDD = 16 TB of capacity, then 2 x 800 GB SSD = 1.6 TB of cache per server 
seems reasonable to us. You can always add or remove cache drives later to adjust.

GENERAL
We recommend limiting the total storage capacity per server to approximately 100 terabytes (TB). 
The more storage capacity per server, the longer the time required to resync data after downtime or 
rebooting, such when applying software updates. 

The current maximum size per storage pool is 1 petabyte (PB), or 1,000 terabytes.

FAULT TOLERANCE AND STORAGE EFFICIENCY IN STORAGE SPACES DIRECT
At its heart, Storage Spaces is about providing fault tolerance, often called ‘resiliency’, for your data. 
Its implementation is similar to RAID, except distributed across servers and implemented in software.
As with RAID, there are a few different ways Storage Spaces can do this, which make different 
tradeoffs between fault tolerance, storage efficiency, and compute complexity. These broadly fall into 
two categories: ‘mirroring’ and ‘parity’, the latter sometimes called ‘erasure coding’. 

Mirroring
Mirroring provides fault tolerance by keeping multiple copies of all data. This most closely resembles 
RAID-1. How that data is striped and placed is non-trivial, but any data stored using mirroring is 
written, in its entirety, multiple times. Each copy is written to different physical hardware (different 
drives in different servers) that are assumed to fail independently. 

SSD SSD

SSD for Cache   HDD for Capacity



In Windows Server 2016, Storage Spaces offers two flavors of mirroring – ‘two-way’ and ‘three-way’.

Parity
Parity encoding, often called ‘erasure coding’, provides fault tolerance using bitwise arithmetic, 
which can get remarkably complicated. Parity encoding provides better storage efficiency without 
compromising fault tolerance.

In Windows Server 2016, Storage Spaces offers two flavors of parity – ‘single’ parity and ‘dual’ parity, 
the latter employing an advanced technique called ‘local reconstruction codes’ at larger scales.

HANDLING CACHE DRIVE FAILURES
When a cache drive fails, any writes which have not yet been de-staged are lost to the local server, 
meaning they exist only on the other copies (in other servers). Just like after any other drive failure, 
Storage Spaces can and does automatically recover by consulting the surviving copies.

For a brief period, the capacity drives which were bound to the lost cache drive will appear unhealthy. 
Once the cache rebinding has occurred (automatic) and the data repair has completed (automatic), 
they will resume showing as healthy.

This scenario is why at minimum two cache drives are required per server to preserve performance.

Additional Resources

Lenovo Software Defined Storage page: http://www3.lenovo.com/us/en/data-center/solutions/cloud/ 

Reference Architecture for Microsoft Storage Spaces Direct (S2D): https://lenovopress.com/lp0569.
pdf 

Microsoft Storage Spaces Direct (S2D) Deployment Guide: https://lenovopress.com/lp0064.pdf 

Case Studies: 
1. Acuutech: http://news.lenovo.com/customer-stories/acuutech-boosts-client-services-by-

harnessing-power-software-defined-storage.htm 
2. SE Cloud Factory: http://www.lenovo.com/images/products/system-x/pdfs/testimonials/se_

cloud_factory_cs.pdf 

Notices
Lenovo may not offer the products, services, or features discussed in this document in all countries. Consult your local Lenovo representative for 
information on the products and services currently available in your area. LENOVO PROVIDES THIS PUBLICATION “AS IS” WITHOUT WARRAN-
TY OF ANY KIND, EITHER EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF NON-INFRINGEMENT, 
MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE. Some jurisdictions do not allow disclaimer of express or implied warranties in 
certain transactions, therefore, this statement may not apply to you.

This information could include technical inaccuracies or typographical errors. Changes are periodically made to the information herein; these 
changes will be incorporated in new editions of the publication. Lenovo may make improvements and/or changes in the product(s) and/or the 
program(s) described in this publication at any time without notice.

All information contained in this document was obtained in specific environments and is presented as an illustration. The result obtained in other 
operating environments may vary. 

Any references in this publication to non-Lenovo Web sites are provided for convenience only and do not in any manner serve as an endorse-
ment of those Web sites. The materials at those Web sites are not part of the materials for this Lenovo product, and use of those Web sites is at 
your own risk.

Any performance data contained herein was determined in a controlled environment. Therefore, the result obtained in other operating environ-
ments may vary significantly. Some measurements may have been made on development-level systems and there is no guarantee that these 
measurements will be the same on generally available systems. Furthermore, some measurements may have been estimated through extrapola-
tion. Actual results may vary. Users of this document should verify the applicable data for their specific environment.

© 2017 Lenovo. All rights reserved. For Lenovo & channel partner use only. Availability: Offers, prices, specifications and availability may change 
without notice. Lenovo is not responsible for photographic or typographic errors. Lenovo makes no representation or warranty regarding 
third-party products or services. Trademarks: Lenovo, the Lenovo logo, System x, ThinkServer are trademarks or registered trademarks of Leno-
vo. Microsoft and Windows are registered trademarks of Microsoft Corporation.
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